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Abstract. The goal of research in programming languages should be to develop
languages that integrates the best of concepts and constructs from the various
programming paradigms. We do not argue for a multi-paradigm language, where
the programmer alternates between the different paradigms/styles. Instead, we
find that the languages of the future should integrate the best available concepts
and constructs in such a way that the programmer does not think of multiple
paradigms when using a given language. In this paper, we describe to what ex-
tent the BETA language has been successful in obtaining a unified style and
where more research is needed. In addition to traditional paradigms such as ob-
ject-oriented-, imperative- functional- and logic programming, we also discuss
concurrent programming and prototype-based programming. We discuss lan-
guage features such as the BETA pattern construct, virtual procedures and
classes, higher order classes, methods and functions, part objects, block-
structure, and class-less objects.

1   Introduction

Object-orientation has been one of the most successful technologies within the area of
software development.  From the number of new books and products advertising with
OO, one may easily get the impression that object-technology has completely replaced
traditional imperative programming in languages like Pascal, and C.  This is probably
not the case – the C-style of programming is still used a lot and preferred for many
types of applications.  There are undoubtedly usage’s of C that should be replaced by
OO, but we think that an imperative language have some qualities that makes it well
suited for certain kinds of tasks.  Other styles of programming, such as functional- and
logic programming have less success in industry and are mainly popular in research
communities, but we also believe that these styles have something useful to offer.

The term programming paradigm is used to distinguish between different styles or
perspectives on programming and imperative-, functional-, logic- and object-oriented
programming are often mentioned as example of programming paradigms. According
to Budd [6], the term programming paradigm was introduced by Robert Floyd [11]. In
[36] there is a further discussion of the term programming paradigm with respect to
Kuhn’s definition of the term paradigm. Nygaard and Sørgaard claim that the term
paradigm is meant to characterize incompatible approaches to science, and that re-
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searchers within different paradigms are unable to communicate. They point out that
there is no such incompatibility between programmers adhering to the different pro-
gramming paradigm. Therefore, they propose to use the term perspective instead of
paradigm. Although we may agree with Nygaard and Sørgaard, we will make use of
the term programming paradigm since this is a commonly accepted term. We may,
however, also use the terms perspective or style.

As mentioned, the term paradigm indicates that there is some form of incompatibil-
ity or at least a major difference between the various programming styles. There is
indeed a big difference between a pure OO program and a corresponding pure func-
tional program. However, this does not mean that OO and functional programming are
incompatible.

We think that most programming paradigms have something useful to offer and the
goal of language research should be to develop languages that integrate the best avail-
able concepts and constructs from the various paradigms. There has recently been an
increasing interest in so-called multi-paradigm languages [6,7] and a number of pro-
posals for multi-paradigm languages have been made. We do not argue for a multi-
paradigm language where the programmer may alternate between the different para-
digms/styles. Instead, we think that programming languages of the future should inte-
grate the best elements of the paradigms in such a way that the programmer does not
think of different paradigms when using a given language.

The language and associated concepts of a person restricts his/her capabilities to
understand the world. This is also the case with programming languages – and here we
do not distinguish between graphical languages intended for analysis and design such
as UML [39] or textual based programming languages such as C++ [41] and Java [1].
When developing software you develop models of the application domain and describe
them in some more or less formal language like UML and Java. If you only know
Pascal, you model the world in Pascal, and the same is true for UML and Java. Any
formal language like UML and Java has limitations to its expressiveness, which means
that there are parts of the application domain that cannot be adequately modeled. This
is why training in modern programming languages is important – the more knowledge
of different language concepts and construct a person knows, the richer is his/her vo-
cabulary for modeling aspects of the application domain.

In the design of BETA [22], a major part of the efforts was to develop a conceptual
framework that was richer than the actual language in order to be explicit about the
limitations of the language.

We also think that this emphasizes the importance of developing a unified paradigm
where the programmer does not think in terms of multiple paradigms. The difficulty in
developing such a paradigm and associated language is to avoid a language with a
large number of constructs.

The difference between multi-paradigm and unified paradigm may perhaps just be a
difference in wording. There are indeed a lot of interesting contributions under the
heading of multi-paradigm. We do think, however, that there is a major conceptual
difference in multi-paradigm compared to unified paradigm.
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In addition to traditional paradigms such as OO-, imperative- functional- and logic
programming, we will also discuss process-oriented (concurrent) programming and
prototype-based programming based on our experience with using the Self-language.

The BETA language was originally designed to integrate useful concepts and con-
structs from different programming styles. In order to avoid an explosion in the num-
ber of features, it was necessary to unify a number of existing features. The most suc-
cessful example of this is the unification of abstraction mechanisms such as class,
procedure, function, type, etc. into one abstraction mechanism called pattern. BETA
provides support for imperative programming, concurrent programming and to some
extent functional programming, but no support for logic programming. BETA does not
support prototype-based programming, although it is possible to describe objects that
are not instances of classes.

In this paper, we will discuss to what extent BETA has been successful in integra-
tion of features/paradigms and where more research is needed.  We discuss language
features such as the BETA pattern concept (which unifies classes, procedures, etc.),
virtual procedures and classes, higher order classes and methods, part objects, block-
structure, class-less objects (anonymous classes), etc.

Although this paper is about programming languages, we think that the issues have
implications for modeling and design. One of the advantages of object-orientation is
that it provides an integrating perspective on analysis, design, implementation, etc. A
central element is OO languages and the associated conceptual framework – a good
OO language should be well suited for modeling and design as well as implementa-
tion.

Section 2 of this paper contains a further discussion of programming paradigms.
Section 3 is a description of elements of the BETA language from the perspective of
unification. The primary purpose of this paper is to discuss unification of language
features/paradigms, and is not intended to be an introduction to BETA. In section 4,
we discuss how to approach a unified programming language.

2   Programming Paradigms

In this section, we will give a brief characteristic of some of the main programming
paradigms being discussed in the literature starting with traditional paradigms.

2.1   Traditional Paradigms

Imperative Programming
Imperative programming is the most traditional paradigm and we define it as follows:
In imperative programming, a program is regarded as (partially ordered) sequence of
actions (procedure calls) manipulating a set of variables.
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Computers were originally viewed as programmable calculators. A calculator may
consist of a number of registers for storing values, and a number of operations such as
add, sub, mult, and div for manipulating the registers. A programmable calculator may
in addition have a store where new routines may be stored and operations for control-
ling the flow of execution. A computer may then be thought of as a programmable
calculator with a large number of registers, and a large program store. Imperative or
procedural programming is thus based on a model of a programmable calculator where
data (registers) are manipulated through a sequence of actions.

Imperative programming works well for small programs, but for large programs, it
may be difficult to understand the structure of the program, especially to keep track of
possible side effects on global data when calling procedures. In order to handle these
problems, a number of new language mechanisms have been invented. These include
abstract data types1, modules, and principles such as encapsulation and information
hiding.

The development of functional, logic and OO programming may be seen as a re-
sponse to the problems with imperative programming.

Functional Programming
A large research effort has been directed towards giving a mathematical definition of
programming languages. At least in early part of this work, it turned out to be difficult
to give an intuitive readable2 semantics of assignable variables (state) and control
flow. In a mathematical definition of a programming language, the semantics of a
program is defined in terms of a mathematical function mapping input data to output
data. This function is then composed of a number of other functions corresponding to
elements of the program. As mentioned above, one problem with imperative pro-
gramming is that it may be difficult for the programmer to keep track of a large num-
ber of variables. It thus seemed a natural consequence to develop programming lan-
guages based on mathematical concepts and without the notion of assignable variables.

We have the following understanding of functional programming: in functional pro-
gramming, a program is regarded as a mathematical function, describing a relation
between input and output.

In a (pure) functional programming language, there is no notion of assignable vari-
able and the concept of state has been eliminated. The basic elements of a functional
programming language are functions, values and types. This may include higher-order
functions and types. By higher-order we mean functions and types parameterized by
functions and types. Functions and types are usually first-class-values that may be
passed around as arguments to functions and returned as values of functions. Standard
ML [51] is a good example of a functional programming language.

                                                          
1 Abstract data types were originally based on the Simula class concept.
2 Whether or not a mathematical semantic definition is intuitive and readable is of course not an

objective matter. It is obviously easier for a person trained in mathematics to understand such
a definition than for the average programmer.
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Logic Programming
Logic programming is similar to functional programming in the sense that it is based
on mathematical concepts, but instead of functions, equations are used to describe
relations between input and output: in logic programming a program is regarded as a
set of equations describing relations between input and output.

In this sense, it is more general than functional programming. Prolog is the classic
example of a logic programming language.

The concept of constraint programming as pioneered by Borning and others [3,12]
may be placed within the same paradigm, since it is based on using equations to de-
scribe the relationship between data in a program. Rule-based programming is another
term often used.

One problem with this paradigm is that it is not possible to provide a solver for
equations in general. This means that there have to be restrictions on the kind of equa-
tions that can be used in a logic programming language. These restrictions may be
difficult to understand for an average programmer.

Object-Oriented Programming
We consider the concept of object-oriented programming to be well understood al-
though it may differ how people might define it. In [23,22], the BETA view on object-
oriented programming is defined as follows: in object-oriented programming a pro-
gram execution is regarded as a physical model, simulating the behavior of either a
real or imaginary part of the world.

The central part of this definition is the word physical. Objects are viewed as com-
puterized material that may be used to construct physical models. Objects are viewed
as physical material similar to cardboard, sheets and Lego bricks that are materials
commonly used to construct physical models by architects, engineers and children. For
a further discussion of this definition of OO, see [23,22].

Object-oriented programming may be seen as a development in an opposite direc-
tion of functional and logic programming. In the latter, variables and state have been
eliminated from the languages. In OO, state has become central in the form of objects.

The success of OO may be because most interesting systems have state and al-
though state can be emulated in functional- and logic programming, it does not appear
natural for the average programmer. The conceptual framework underlying object-
orientation in terms of classification and composition does also appear more natural
than the concepts of mathematics.

2.2   Other Paradigms

Imperative-, functional-, logic- and object-oriented programmings are the most com-
mon paradigms being discussed in the literature, but there are other paradigms being
discussed:
� Process-based programming. In [26] programming in terms of concurrent proc-

esses is described as an example of a paradigm. In the extreme where a program
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is composed of a number of small concurrent processes, of course this style dif-
fers from the above-mentioned paradigms.

2. Block-structured programming. In [50], block-structure is described as an ex-
ample of an imperative paradigm.

3. Prototype-based programming [20,48] is a paradigm that differs in many ways
from the above-mentioned paradigms. This is a programming style that has
something useful to offer and should be integrated in future programming lan-
guages.

As mentioned we think there are useful elements in most programming styles.  In a
later section, we will discuss this further, but before doing this we will discuss to what
extent, the BETA language has been successful in unifying concepts from different
programming styles/languages.

3.   BETA

The BETA language was originally designed to integrate useful concepts and con-
structs from different programming styles – although Simula [8] was the basis for the
design of BETA it was certainly a goal to integrate as many concepts and constructs
from other languages/paradigms. Of course, this needed to be done in a manner that
does not lead to a proliferation of concepts. In [49] Peter Wegner has an interesting
critique of Ada with respect to proliferation of concepts. He points out a number of
differences on how abstraction mechanisms are treated in Ada.

When designing a new language to offer the best of constructs from a number of
languages/paradigms, it is necessary to unify and generalize existing constructs. Gen-
eralization of a number of similar concepts is a well-known abstraction principle and
in the following, we describe how generalization was applied during development of
BETA.

This paper is not attempted to be a description of BETA – many details are left out
in order to emphasize the important elements of BETA. As most other languages,
BETA has some idiosyncrasies. BETA is an old language, so there is room for im-
provement.

Pattern
An important observation was that most programming languages provide a number of
abstraction mechanisms that all have certain common properties. Examples of such
abstractions are: procedures as in Algol, classes as in Simula, types as in Pascal, func-
tions as in Lisp, and task types as in Ada.  A common characteristic of these abstrac-
tion mechanisms is that they describe entities with a common structure and that they
may be used as generators for instances of these entities:

� The instances of a procedure are procedure-activation-records.
� The instances of a class are objects.
� The instances of a function are function-activations.
� The instances of types are values.
� The instances of task types are tasks.
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 In addition to the above mentioned abstraction mechanisms, there are several other
examples, such as generic classes, and exception types.

The first goal of BETA was to develop a language construct that could be viewed as
a generalization of all known abstraction mechanisms. Concrete abstraction mecha-
nisms could then be viewed as specializations as shown in figure 3.1. Here class, pro-
cedure, type, etc. are shown as specializations of the more general abstraction mecha-
nisms: the pattern. The pattern construct is the only abstraction mechanism in BETA.
A pattern may be used as a
class, procedure, type, etc. A
pattern used as a class is often
referred to as a class pattern;
a pattern used as a procedure
(method) is often referred to
as a procedure pattern, etc.

It is outside the scope of
this paper to give a detailed account of BETA. Please consider [22,26,24,28]. We will
sketch, however, some incomplete examples to illustrate the main points. In figure 3.2
is shown an example of a ‘class’ Point with three ‘operations’: display, move and
add. The ‘class’ Point and the ‘operations’ display, move and add are all examples
of patterns.

For the sake of simplicity, the data-representation of a Point is not shown. In ad-
dition, move and add will have parameters
in a complete example. The details of the
example are as follows:
� A pattern may contain declarations of

attributes in the form of patterns or
data-items. Point has three pattern-
attributes display, move and add.
The dots between (# and do indicate
possible attributes of display, move
and add.

� A pattern may have a do-part, which is a sequence of imperatives (statements) to
be executed. The procedure patterns display, move and add have a do-part il-
lustrated by the dots following do. Point has no do-part in this example.

� The construct S: ^Point is a declaration of a data-item in the form of a refer-
ence variable that may refer instances of Point or its subpatterns.

� The construct &Point[] generates a new (&) instance of Point and a reference
([]) to this instance is assigned (g) to S.

� The construct S.display invokes the operation (method) display on the
Point-instance referred by S.

 The constructs &Point[] and S.display are two examples of creating instances
of a pattern. The value of &Point[] is a reference to the new Point-instance and
corresponds to the new-operator in most object-oriented languages. In S.display, a

Point:
  (# display: (# … do … #);
     move: (# … do … #);
     add: (# … do … #);
  #);

S: ^ Point;
&Point[] g S[];
S. display;

Fig. 3.2.

pattern

class procedure processtype

generic-class function interface exception

Fig. 3.1.
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d: ^S.display
&S.display[] g d[];
d;

Fig. 3.3.

new display-instance is generated and executed (by executing its do-part). This
corresponds to procedure-activation.

Syntactical there is no difference between the
declarations of Point and say, display. The dif-
ference is in how these patterns are used. In the
example, Point is used as a class since we create
instances of it. Display is used as a procedure,
since we create instances that are immediately exe-
cuted. It is possible to execute Point instances and to create references to display-
objects.  In figure 3.3, the variable d may refer instances of S.display and such an
instance is generated and assigned to d.  This S.display instance is then executed by
the imperative d. Notice the difference between S.display and d; the former creates
and executes a new instance of S.display; the latter executes an existing instance.
Two subsequent executions of d will thus execute the same instance.

It is possible to invoke Point as a procedure pattern but since Point has no do-
part, there will be no actions executed. In the section 3.3 below, an example of a class
pattern with a do-part is shown.

 3.1   Benefits of the Unification

 The unification of abstraction mechanisms has the following benefits:
� All abstraction mechanisms are treated in a systematic way, and there is focus on

the abstraction-instance relationship.
� Syntactically and conceptually, the language has become simpler.
� There are a number of new technical possibilities. A good unification of con-

cepts/constructs should result in a mechanism that covers the original mechanisms
and gives some new possibilities as well. Below we will discuss this.

 There may of course also be disadvantages. Abstractions such as class, procedure and
exception are still useful concepts. The unification implies that there is no syntactical
difference between a class patterns, and procedure patterns, etc. In the original design
for BETA, the main goal of the ‘pattern-exercise’ was to obtain a systematical struc-
ture for all abstraction mechanisms. The final language might still have special con-
structs for common abstractions like class and procedure. However, the experience
from practice seems to be that there is no demand for such special constructs.

In the following, we will elaborate on the new technical possibilities of the unifica-
tion.

 Subpattern
 The subpattern mechanism covers subclasses as in most other languages. That is it is
possible to organize class patterns in a usual classification/inheritance hierarchy. In
addition, procedure patterns may be organized in a subprocedure hierarchy in the same
way as classes may be organized in a subclass hierarchy. This was the subject of an
early paper on BETA called Classification of actions or inheritance also for methods
[18].
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Inheritance for procedures is based on the
inner-mechanism known from Simula. By
means of inner it is possible to combine the
do-parts of patterns. In figure 3.4 is shown
how a general monitor pattern may be defi-
ned by means of inner. The pattern
monitor has two attributes: entry and mu-
tex. Entry is an abstract procedure pattern
that is used as a super procedure in subclasses
of monitor. In the buffer class, the opera-
tions put and get are subpatterns of entry.
Whenever a put- or get-operation is exe-
cuted, the do-part of entry is executed.
Execution of inner in this do-part will then
execute the do-part of put or get respectively. The do-part of entry uses the mutex-
attribute to ensure that at most one put- or get-operation is executed at the same
time.

In general, procedure inheritance is a powerful mechanism that gives additional
possibilities for defining general patterns. The monitor pattern is an example of a
concurrency abstraction.  Procedure inheritance may also be used to define control
abstractions such as iterators.

Standard inheritance for classes may be used to model/represent classification hier-
archies, which are well understood. From a modeling point-of-view, we need a similar
understanding of classification of actions. For a discussion of this see [18,22,29].

Since patterns may also be used to describe abstraction mechanisms such as func-
tions, coroutines, concurrent processes, and exceptions, these may also be organized in
a pattern hierarchy. For examples of this, see [22].

 Virtual Pattern
 A pattern may be declared virtual in much the same way as a procedure may be de-
clared virtual in Simula [8,32], Eiffel [34], C++ [41] and Java. A virtual procedure
pattern is thus similar to a virtual procedure.  As mentioned, there is no syntactic dif-
ference between class patterns and procedure patterns.  A pattern may be used as a
class and a virtual pattern may also be used as a class. Such a virtual class pattern
provides an alternative to generic classes as in Eiffel or templates as in C++. The con-
cept of virtual class may be applied to other OO languages than BETA [42,16], and
may be seen as an object-oriented version of genericity.

In figure 3.5 is shown an example of virtual patterns. The class pattern Set has two
virtual pattern attributes. Display is an example of a virtual procedure pattern. Element
is an example of a virtual class pattern. The construct :< signals a declaration of a
virtual pattern, and the construct ::< signals a further binding of the virtual pattern. In
BETA, a further binding of virtual does not imply that the virtual is redefined as in
C++, Smalltalk [14], etc. Instead, the virtual is further specialized. Display in

monitor:
  (# entry:
       (#
       do mutex.P;
          inner;
          mutex.V
       #);
      mutex: @semaphore
  #);
buffer: monitor
  (# put: entry(# do … #);
     get:  entry(# do … #)
  #)

Fig. 3.4.
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StudentSet is a subpattern
of display in Set and the
do-parts of the two display
patterns are combined by
means of inner as de-
scribed above.

In pattern Set the vari-
able current is of type
element. Since element is
declared to be a virtual ob-
ject, the type of current in
Set is object.  In StudentSet, 
further bound to Student.  Ass
current.print is legal within dis

The concept of virtual class
[22,24,26,31] for further detail

The unification of abstract
extension of the concept of 
tion/refinement [45,46,10] of t

In addition to procedures an
ally for abstractions such as co

 Nested Pattern
 Algol 60 introduced the notion
dures may arbitrarily nested. 
procedures. Block structure ha
imperative languages such as 
It was included in Java 1.1.

In BETA patterns may be 
class patterns, etc. may be ne
3.2 may be considered an e
display, move and add are n
ing of classes is an interestin
mented in the literature [25,26

The class construct makes 
together constitute a logically
clude classes among items bei
in a proper context, just as da
an object. From a modeling, p
model properties of phenome
With nesting, it is possible to i
given phenomenon. In additio
discussion of block structure f
Set:
  (# element:< object;
     display:< (# ... do ... #);
     current: ^element
  #);
StudentSet:  Set
  (# element ::< Student;
     display::< (# do current.print #)
  #);

Fig. 3.5.
the type of current is Student, since element has been
uming that Student has a print-attribute, the expression
play of StudentSet.
es has been discussed in several papers, and we refer to
s of virtual patterns.
ion mechanisms into patterns has resulted in a simple
virtual procedures to virtual classes.  Further unifica-
he virtual pattern mechanism is however possible.
d classes, the virtual pattern construct also covers virtu-
routines, concurrent processes, and exceptions.

 of block structure, which in Algol 60 means that proce-
Simula extended this to allow nesting of classes and
s been adapted by many languages since Algol, mainly
Pascal, but is also available in the Lisp-dialect Scheme.

nested, which means that procedure patterns as well as
sted. A class with operations, such as the one in figure
xample of pattern nesting. In figure 3.2, the patterns
ested within the pattern Point. In an OO setting, nest-

g aspect and several examples of this have been docu-
,28,29,53].
it possible to encapsulate data-items and operations that
 related whole. Block structure makes it possible to in-
ng encapsulated. This makes it possible to place a class
ta-items and procedures may be placed in the context of
oint-of-view OO languages without block structure can
na in terms of objects with data-items and procedures.
nclude classes in the properties available for modeling a
n to the references mentioned above, see [9] for a good
rom a modeling point-of-view.
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Printa
  (# p
     s
     m
  #);
Sortab
  (#  k
     l
  #);

Person:
  (#  name, address
     asPrintable
       (# print :
            (#do
#);
          separa
          medium
       #);
     asSortable:
       (#  key::< 
          lessTh
       #)
  #)

X: 
X.
P.

Nested class patterns make it possible to de-
fine a class pattern as an attribute of an object.
Often other classes define the structure of an
object. Nested patterns make it possible to de-
fine such classes where they logically belong.
In figure 3.6 is shown an example a class pat-
tern Grammar with a nested class pattern Sym-
bol. Two Grammar-instances, Self, and Java
and declared. The variables, S1, and S2 may
refer instances of Java.Symbol and R1 and R2 m
Class Symbol is placed in the context of a Gramma
express that Java-symbols are different from Self

Next, we will show how nested patterns may be
interfaces. In figure 3.7 are shown two interfac
viewed as a pattern that only has virtual pattern a
in C++.

In figure 3.8, a class Person, im-
plementing the Printable and Sor-
table interfaces is shown. The im-
plementation of an interface is made
by means of a nested pattern inheriting
from the interface pattern. The
Sortable interface is implemented
as the nested pattern, asPrintable,
which inherits from Printable. In
figure 3.9 is shown how to obtain a
reference to the Prin-
table interface of the
object X. By executing
X.asPrintable a refe-
rence to an instance of
asPrintable is retur-
ned.  P will then denote
this object, which is
nested inside the X-
object. Operations on X
will then be executed in
the context of X. This
style of programming is
used to support the Mi-
crosoft Component Model in BETA [38].

In Objective C [25] and Java, a class
may implement several interfaces. Since all
operations are implemented as a flat list of
operations, it is necessary to have rules for
Grammar:
  (# Symbol: (# ... #);
     ...
  #);
Java: @Grammar;
Self: @Grammar;
S1,s2: ^Java.Symbol;
R1,R2: ^Self.Symbol;

Fig. 3.6.
ble:
rint:< (#… #);
eparator:< (# … #);
edium:< (# … #)

le:
ey:< (# …#);
essThan:< (# … #)

Fig. 3.7.

, …
: Printable
:<
 print,name,address ,…

tor::< (# … #);
::< (# … #)

 Sortable
(# … #);
an::< (# … #);

Fig. 3.8.

@ Person; P: ^ Printable;
asPrintable g P[];
print;

Fig. 3.9.

ay refer instances of Self.Symbol.
r-object, which makes it possible to
-symbols.
 used to define objects with several

es. In BETA, an interface may be
ttributes – similar to an abstract class
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handling possible name conflicts between operations in the interfaces. By implement-
ing interfaces by means of nested classes, the interfaces are properly encapsulated and
isolated from each other. The disadvantage in BETA is, of course, that each interface
implementation has to be named.

In [25,53] it is shown that nested classes in many cases may be an alternative to
multiple inheritance, although it may not in general replace multiple inheritance.

 Pattern Variable
 BETA includes the notion of pattern variable. This implies that patterns are first class
values that may be passed around as parameters to other patterns. By using pattern
variables instead of virtual patterns, it is possible dynamically to change the behavior
of an object after its generation. Pattern variables cover procedure variables (i.e. a
variable that may be assigned different procedures). Since patterns may be used as
classes, it is also possible to have variables that may be assigned different classes, etc.

 3.2   Part Objects and Singular Objects

 Part Objects. A data-item may be a variable reference corresponding to references in
Simula, pointers in C++ or Java. In figure 3.10, the variable S is a reference that may
refer to instances of Person or subpatterns of Person. In addition, a data-item may
be a part object. A part object is created together with
the enclosing object and is a fixed part of this object.
The name denoting a part object is therefore constant
and cannot be assigned a new object. For this reason it
is also type exact. The variable R in figure 3.10 is an
example of a part object.

 
 Singular objects. In BETA, it is possible to describe objects that are not instances of
patterns. In figure 3.11 is shown examples of objects, Joe and Lisa that are instances
of pattern Student. In addition is shown an object, headMaster that is described
directly. The object-symbol @ means that an object is generated as part of the declara-
tion. As can be seen, it is used in the declarations of Joe, Lisa and headMaster. The
syntactic unit Person(# … #)  following Student: is called an object-descriptor
and describes the structure of objects in-
stantiated from Student . An object-
descriptor may also describe the structure
of a singular object such as headMaster .
Pattern Student  is a subpattern of
Person . In a similar way, the singular
object headMaster  is described as inheriting from Person . If the symbol @ is re-
moved from the declaration of headMaster , it would instead be a pattern.

Student: Person (# … #);
Joe,Lisa: @ Student;
headMaster: @ Person(# … #)

Fig. 3.11.

Person: (# … #);
S: ^  Person;
R: @  Person;

Fig. 3.10.
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Singular objects are inspired by similar constructs in other languages:
� Algol 60 has the concept of an inner block, which may be viewed as a singular

procedure call.
� Simula has the notion of prefixed block, which may be viewed as a singular ob-

ject.
� Pascal has the notion of anonymous type, which makes it possible to describe the

type of a variable as part of the variable declaration.
� Finally, Java 1.1 has also introduced the notion of anonymous class corresponding

to BETA’s singular objects.
The combination of block-
structure and singular objects
makes it convenient to express
inheritance from part objects. In
figure 3.12, a pattern Address
is defined. An Address may be
used for describing persons and
companies. A common ap-
proach is then to let Person
and Company be subclasses of
Address. In this way, Person
and Company inherits properties from Address.

In BETA, it is also possible to inherit properties from a part object. In Figure 3.14,
the Address-properties of a Person are defined by means of the part object adr. In
addition to being a part object, adr is a singular object since it is not defined as an
instance of a pattern. Finally, the
block-structure makes it possible to
refer to attributes of the enclosing
Person-object from within the
binding of the virtual procedure
pattern print. The print pattern
is extended to print the name attrib-
ute of the Person.

3.3   Concurrency

 Patterns may also describe active objects. In BETA, an active object is an object that
has its own thread of execution. An active object may execute as a Simula-style co-
routine or in concurrency with other active objects.  We shall not give technical details
here, but just mention that the do-part of an object is the head of the thread. The ex-
ample in figure 3.2 shows a standard example of a class pattern with operations in
terms of procedure patterns. The procedure patterns all have a do-part, but class
Point does not have a do-part. In Figure 3.14, the pattern Producer is an example of
a pattern with a do-part used like a class in the sense that a named instance (P) is gen-
erated.

Address:
  (# street: ...;
     town: ...;
     country: ...;
     print:<
      (#
      do inner;
         {print street,town,country}
      #)
  #)

Fig. 3.12.

Person:
  (# name: ...;
     adr: @ Address
       (# print::<
            (#do {print name}#)
       #)
  #)

Fig. 3.13.
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In the declarations of P and C, the | describes that P and C are active objects. When
an object is generated from a pattern, it is generated as either a passive object or an
active object.  It might be possible to simplify this such that any object can be active.

Semaphores are used as the primitives for synchronization. A semaphore is a low-
level mechanism and it
should only be used to
define higher-level syn-
chronization abstractions.
The pattern mechanism
together with inner is well
suited for defining abstrac-
tions like monitor (like the
one in figure [3.4]) and
Ada-like rendezvous.
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an imperative style. In Simula and BETA, imperative programming is directly sup-
ported since it is possible to write procedures that are not part of a class. As already
mentioned, Algol 60 is a subset of Simula.

Block structure may be viewed as a feature from imperative languages, and as ar-
gued above, we find that block structure is a useful feature. In addition to nesting of
procedures, nesting of classes should be supported.

We find that BETA in its current form does support imperative programming in a
satisfactory way, including support for block structure. We do not recommend that the
imperative style is used as a primary style, but it should be possible to use for parts of
a program.

 4.2   Functional Integration

 There is a smooth transition from imperative programming to functional program-
ming. As mentioned above, we consider functional programming to be programming
without variables that may change their value during a computation. In functional
programming, there is no notion of state. A feature such as recursion is mainly associ-
ated with functional programming, but in recursion is also heavily applied in impera-
tive programming. Most practical languages provide a mixture of support for impera-
tive as well as functional programming. Lisp is an example of this.

A main disadvantage of procedural programming is that the use of global variables
being modified by a set of procedures may lead to programs that are complicated to
understand.  Functional programming may improve on this. The main benefits of
functional programming, as we see it, may be summarized as follows:
� In a functional program, there is no state and variables. This means that functions

are pure transformations of input values to output values. A function has no side
effect on a global state. This makes it easier to prove the correctness of a given
piece of code.

� Recursion is a powerful means in programming – although it may not just be
associated with functional programming.

� Functional programming languages often provide higher order functions and
types, which have proved to be useful in many cases.

� Function and types are often first class values that may be passed as arguments
and returned as values of functions.

We would like to include the positive aspects of these features in a unified program-
ming language and avoid what we consider the negative aspects. For the average pro-
grammer, a large functional program may be difficult to understand if there is a heavy
use of recursive functions and higher-order types and functions. As for procedural
programming, we think that the functional style should be used for programming in the
small.

We see functional programming as useful for expressing state transitions within an
object. In many cases, the intermediate states obtained through evaluation of a method
may not be interesting. The states of the object before and after evaluation of the
method are of interest.
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A modern programming language should support higher order functions, and types.
In accordance with the concept of a pattern as the most general abstraction mecha-
nism, we see functions and types as special variants of patterns just as a class is a
special form of a pattern. This implies that if a language supports higher-order func-
tions and types, it should also support higher order classes as well. In general, any
abstraction mechanism in the language should be ‘higher-order’.   If ‘higher-order’ is
not supported in a unified form for all abstraction mechanisms, there will easily be
asymmetry between the treatment of abstraction mechanisms such as function, type
and class.

 We think that it is desirable to be able to handle functions and types as first class
values that can be passed as arguments and returned as values of functions. Any ab-
straction, including class and procedure should then be a first-class-value. In OO lan-
guages like Smalltalk and Self, a class is an object and may be passed as a value. A
method is, however, as we understand it, not a first-class-value.

If abstractions are first-class-values, it is natural in an imperative setting to be able
to have variables that can be assigned such values. This appears to be natural and
useful in a language unifying the best from imperative and functional programming.

4.2.1   Functional Programming in BETA

BETA does support some of the requirements for functional programming mentioned
in the previous section. The pattern mechanism makes it possible to define subpat-
terns, nested patterns, variable patterns and virtual patterns. Since patterns may be
used as functions, and types, the OO concepts of subclassing and virtuals are also
available for the functional style. In addition nesting of functions is possible and func-
tions may be first class values through the pattern variable concept.

In the design of BETA a new syntax for function application was developed. The
purpose of this syntax was to unify assignment, procedure call and function applica-
tion. BETA has an evaluation imperative of the following form:

E1 g E2 g … g En

Such an evaluation is evaluated from left to right. E1 is evaluation and its value is
assigned to E2, which is evaluated giving a value assigned to E3, etc. Finally, the re-
sult of En-1  is assigned to En, which is evaluated. A simple assignment is an example
of an evaluation. The value of an expression E may be assigned to a variable V in the
following way:

E g V

Multiple assignments where both of the variables V and W are assigned the value of E
are also possible:

E g V g W

Function application may be expressed in the following way:
(e1,e2,e3) g foo g V

A nested function application often has the following syntax in a traditional language:
x = F(G(a,b),H(c))
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In BETA this will be written as follows:
((a,b) g G,c->H) g F g x

The rationale for the new syntax was to improve readability of nested function calls,
and provide a simple unified syntax for assignment, procedure call and function invo-
cation.

A function may return a list of values as shown in the following example:
(a,b,c) g F g (x,y)

If G takes two input arguments, the result of F may be passed immediately to G:
(a,b,c) g F g G g x

Limitations of BETA

In BETA, control structures are not evaluations, and this is a limitation for functional
programming. In figure 4.1 are shown
the control structures3 of BETA:
� The if-imperative is a standard

conditional statement.
� The for-imperative executes Imp,

range number of times.
� An imperative may be labeled.

The imperative (x … x)  has the
label L.

� (x … x) may be one of (# … # ), (if … if)  or (for … for) . One may for
example write an imperative of the form:

L: (if  cond then …; restart  L else …; leave  L; if)

� The execution of a labeled imperative may be interrupted by a leave , which
transfers execution to the end of the labeled imperative. A restart  will similarly
execute the labeled imperative from its beginning. Leave  and restart  are thus a
form of structured goto-statements.

It is of course straightforward to convert the if -imperative into a conditional
evaluation as known from many other languages. This would allow an evaluation of
the form:

E1 g (if  C then  E2 else  E3 if)  g E4

resulting in either E1 g E2 g E4 or E1 g E3 g E4. A similar generalization of the
for-imperative might look as follows:

E1 g (for  i: range repeat  E2 for)  g E3

resulting in the following evaluation:
E1 g E2 g E2 g ... g E2 g E3

                                                          
3 The if-imperative exits in a more general variant corresponding to a case/switch-statement.

(if  C then  I1 else  I2 if)
(for  i: range repeat  Imp for)
L:
  (x … leave  L; …
       restart  L; …
  x)

Fig. 4.1.
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where E2 is evaluated range number of times. For restart the corresponding
evaluation may look as follows:

E1 g L: (x E2 g ... g E3 g restart L; ... x) g E4

resulting in the evaluation:
E1 g E2 g ... g E3 g E2 g ... g E4;

Note that the value of E3 being assigned to restart L is assigned to the evaluation E2
following the label L. Finally a similar form may be used for leave:

E1 g L: (x E2 g ... g E3 g leave L; ... x) g E4

resulting in:
E1 g E2 g ... g E3 g E4

It is, however, not obvious that the above proposals are the best way to approach more
unification. Perhaps it will be a better idea to base control structures on the simple idea
of methods to Boolean values and/or blocks found in Smalltalk and Self.

Binding of Values to Variables
Functional languages often have a construct like

let V = exp1 in exp2

where the value of exp1 is bound to the name V and V may denote this value in the
expression exp2. This form of assign-one variable is useful in functional languages
since it allows intermediate values to be denoted by names without introducing assign-
able variables in general. The same form
of variables is useful in OO languages as
well. There is often a need to express that
a value is bound to a variable when an
object is instantiated or when a method is
called. During the lifetime of the object or
method-activation, the variable should
remain constant. Pascal had the concept
of call-by-constant parameters, which
support this facility.

In BETA, some of this functionality is
available by means of virtual patterns. A
value in BETA is considered an abstraction, and consequently a value is represented
by a pattern.

Since values are considered patterns, values and types may be organized in a sub-
pattern (classification) hierarchy.  In general enumerations such as Boolean and color
may be organized in a subpattern hierarchy as shown in figure 4.2. In the BETA sys-
tem, false and true are actually described as subpatterns of Boolean. With respect to
enumerations, in general, there is no good syntactic support in BETA. It is possible to
emulate enumerations by means of patterns, but a better syntactic support would be
desirable. It is easy to introduce a special syntax for this, but no acceptable general
syntax has been found.

B oolean

false true

C olor

bluew hitered

F ig. 4.2.
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In line with enumeration values, numbers are also considered patterns, but this is
not reflected in the syntax of the language.

In figure 4.3 is shown how to
use virtual patterns to represent
values that are constantly bound
by subpatterns. In instances of
child, young will constantly
denote the value true. In order to generalize
further, it might be desirable to be able to
bind a virtual pattern to an expression (age <
18) evaluating to some value as shown in
figure 4.4. This is, however, not possible in
BETA. In [47] concrete proposals for this are discussed.

The issues of values, objects and patterns are interesting, but non-trivial. In Small-
talk, values are objects and an expression is a combination of method calls to value-
objects. In BETA, a value is an abstraction (represented by a pattern) of measurable
properties of objects. The discussion of abstraction in [24] has influenced this point-of-
view. Here a number, like seven is considered an abstraction over all phenomena that
has the property of consisting of seven elements. See [21] for a discussion of the rela-
tionships between values and objects. For a further discussion of values in BETA, see
chapter 18 in [22].

4.3   Constraint Integration

Logic-and constraint programmings are useful for certain types of problems and we
would like to integrate these paradigms as well. We have, however, no concrete pro-
posal for how to do this. In general, we consider constraint programming as an exten-
sion of functional programming in the sense that the former is based on functions and
the latter on equations. The difficult with equations is, of course, that this requires an
equation/constraint solver, which in general is not possible to provide. We have stud-
ied with interest earlier proposal such as Primula [40], Loops [2], Leda [6] and the
work of Borning & Freeman-
Benson [3,12] and the reader is
referred to their work for further
insight. We would like to be able
to use equations whenever con-
venient. One example is to state
the relationship between data-
items of an object as shown in Figure 4.54. The constraint spouse.spouse=self
specifies that the spouse of a Person has to be the Person itself.

                                                          
4 This is not BETA.

person: (# young:< boolean; … #);
child: person(#  young::<  true #);
adult: person(#  young::<  false #);

Fig. 4.3.

customer: person
  (#  young::<  age <  18 #)

Fig. 4.4.

Person: class   { …
   spouse: ref Person;
   constraint spouse.spouse = self
  }

Fig. 4.5.



20         O. Lehrmann Madsen

4.4   Concurrent Programming

Support for concurrency should be included in a modern programming language. In
Simula, any object can act as a coroutine and the basic Simula frameworks includes
support for so-called quasi-parallel systems that makes it possible to model real-life
systems consisting of a number of interacting processes. Support for concurrency is
still an open issue in the sense that there is no common agreement on how to support
concurrency in an OO language, despite the fact that a lot of research has been going
on in this area. Concurrent Pascal [4] may be considered the first concurrent OO lan-
guage, since it is based on the class concept from Simula. However, subclassing and
virtual procedures were not included in Concurrent Pascal. Concurrent Pascal is one of
the first examples of a concurrent programming language and there exist many other
proposals. It is outside the scope of this paper to provide adequate references.

The Java language has concurrency and supports protection of shared data by
means of monitors. Shared data may be placed in monitors, but there is no language
rule that requires shared data to be protected by monitors5. This lack of language sup-
port for protection of shared data in Java has been heavily criticized by Brinch-Hansen
[5].

As mentioned, there does not seem to a general agreement for a concurrency model
for OO languages. This is probably because there is no common model that is well
suited for all purposes. We think that the following requirements should be made for a
concurrent programming language:
1 Concurrency should be an integrated part of the language.
2 The language should provide basic primitives that make it possible to define

high-level concurrency abstractions, such as monitors, Ada-language rendezvous,
etc.

3 It must be possible to write schedulers – In Simula, and BETA it is possible to do
this and this has been used extensively in the Simula community [32,33].

4 There should be language support for ensuring protection of shared variables. As
pointed out by Brinch-Hansen it is too easy with languages like Java (and BETA)
to write concurrent processes that incidentally access the same shared data. The
Concurrent Pascal model is probably too restrictive, but it is not obvious how to
relax on this and at the same time avoid the weaknesses of Java and BETA.

5 We also think that further work is needed with respect to better conceptual means
for modeling concurrency. In [22], a distinction between alternation and real
concurrency is made in order to capture the difference between preemptive and
non-preemptive scheduling from a modeling perspective.

6 For distributed computing, we think that there is an even higher demand for
development of a new conceptual model. The current conceptual framework for
OO is primarily based on the ideas from Simula. For distributed computing, it is
necessary to take time and location into account. A possible direction for this
may be found in [35].

                                                          
5 This is also the case for BETA.
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4.5   Prototype-Based Programming

Prototype-based languages are one of one of the most interesting developments within
object-orientation. Prototype-based languages make it possible to program without
classes, but they do not in general support programming using a class-like style. We
think that a unified language should support class-based as well as prototype-based
programming.

Class-based programming is based on a modeling perspective where the real world
is conceived in terms of phenomena and concepts. Additional conceptual means such
as composition and classification are used to organize our understanding of knowledge
from the application domain. Phenomena and concepts are then represented by means
of objects and classes (patterns in BETA). Classification is supported by the
class/subclass construct, which makes it possible to represent hierarchies of concepts.
Composition is supported by constructs such as instance variables, part objects and
nested patterns (classes, procedures, etc.), but most OO languages do not provide as
explicit support for composition as they do for classification. The conceptual frame-
work for BETA is further described in [23,22].

Prototype-based programming is based on a modeling perspective where new phe-
nomena are identified in terms of their similarity with well-known phenomena, so-
called prototypes. The standard example [20] is the elephant Clyde that represents a
prototypical elephant in the mind of some person. If this person encounters a new
situation with another elephant, say one named Fred, facts about Clyde can be used for
understanding properties about Fred.

The rationale behind this modeling perspective is that this is how children perceive
the world and that people in general perceive new phenomena in this way. Program-
mers often work this way: new code is often started by copying some existing code,
which is then modified to adapt to the new requirements and often the relationships
with the original source are lost.  With traditional programming languages, there is no
support for this copy-paste style of programming. In prototype-based languages, this is
the main style and there is direct support for expressing the relationships between the
source object and the new object.

We think that prototype-based programming is useful in the exploratory phases of
programming. It is very useful to be able to copy objects and modify parts of their
functionality without having to define classes and instances. We also think that proto-
type-based programming is well suited for teaching introductory programming. Ob-
jects are concrete entities that are easier for beginners to relate to than abstract entities
such as classes.

The strength of prototype-based programming is also its weakness. New phenom-
ena may be conceived according to a prototypical style, but in order to organize
knowledge about a complicated application domain, we develop concepts for grasping
the interesting properties of phenomena. In addition, classification and composition are
applied to structure our knowledge. In programming, the same happens. After an ex-
ploratory phase, we need to organize a program into suitable structures.

In a unified programming language we think that concepts and constructs from
prototype-based languages should be available for supporting the exploratory phases
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of programming. The mechanism from class-based languages should be available for
supporting the structural phases where objects are organized into structures. We think
that this is desirable from a modeling as well as a technical point-of-view.

The main programming language constructs of prototype-based languages are
copying of objects, dynamic modification of objects, and delegation. The literature
contains a number of papers discussing to what extent class-based programming can
be realized in prototype-based languages.  The class-based style can obviously be
emulated in a prototype-based language, but we would prefer more direct support for
the class-based style than is currently possible. Some interesting work in this direction
has recently been published.

For a further discussion of prototype- versus class-based programming, see [29].

4.6   Other Possibilities for Unification

In [29] we discuss other issues that may be candidates for a unified language:
1. Multi-methods versus single methods. Multi-methods are a generalization of

single dispatch methods, and may be a candidate for a unified language.
2. Class versus module. BETA does not unify pattern and module, since

modularization of code is considered independent of abstraction in the application
domain. This is in contrast to a language like Eiffel, where a class and a module
are the same.

3. Graphical design languages versus text-based programming languages. Re-
garding graphical design languages, we think that there are no good reasons to
distinguish a design language like UML from a programming language like Java.
There should be no major differences in the underlying abstract languages. There
are many good reasons to provide a graphical syntax for part of a programming
language, but there should be an immediate mapping from the graphical language
to the programming language. For the static structure of an object model ex-
pressed, by class, subclass, composition (aggregation), virtual functions, etc. there
are no problems in obtaining this. For associations as supported by UML and
ODMG, there might be better support in programming languages; see [26] for a
discussion of this. For dynamic aspects, programming languages do in general not
have good support for state machines. In [30] direct support for state machines in
BETA has been suggested.

5.   Conclusion

The main conclusion of this paper is that programming languages of the future should
support a unified perspective on programming including the best concepts and con-
structs from the current programming languages and paradigms. In this paper we have
argue that most programming paradigms have something useful to offer. We stress the
importance of unified-paradigm instead of multi-paradigm, since we think that it is
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important that the programmer does not think of multiple paradigms when using a
given language.

We think that BETA is a step in the right direction. The pattern construct was in-
tended to be the ultimate abstraction mechanism, but there is still a way to go before
this can be obtained. In addition to the issues discussed above, there are the issues of
language mechanisms for capturing abstractions as expressed by design patterns [13]
and other types of patterns. The technical meaning of the word pattern is of course
different when used as a BETA language construct or when used by the pattern com-
munity. However, conceptually in both cases pattern cover abstractions of program
elements.

There may be tasks/domains that require their own paradigm/language, although we
think that frameworks perhaps with a special syntax may handle this. The interesting
and useful challenges for the future are to provide languages that in a unified way offer
the best of all styles.
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