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Abstract
This paper presents a new approach for designing test
sequences to be generated on–chip. The proposed
technique is based on machine learning, and provides a way
to generate efficient patterns to be used during BIST test
pattern generation. The main idea is that test patterns
detecting random pattern resistant faults are not embedded
in a pseudo–random sequence as in existing techniques, but
rather are used to produce relevant features allowing to
generate directed random test patterns that detect random
pattern resistant faults as well as easy–to–test faults. A BIST
implementation that uses a classical LFSR plus a small
amount of mapping logic is also proposed in this paper.
Results are shown for benchmark circuits which indicate
that our technique can reduce the weighted or
pseudo–random test length required for a particular fault
coverage. Other results are given to show the possible trade
off between hardware overhead and test sequence length.
An encouraging point is that results presented in this paper,
although they are comparable with those of existing
mixed–mode techniques, have been obtained with a
machine learning tool not specifically developed for BIST
generation and therefore may significantly be improved.

1. Introduction
An efficient test pattern generator which guarantees

complete fault coverage while minimizing test application
time, area overhead, and test data storage is essential for any
successful built–in self test (BIST) scheme. Many different
generation schemes have been proposed to accomplish
various tradeoffs between these parameters [1,3,22]. The
solutions range from pseudo–random techniques that do not
use any storage but take a long application time and often do
not detect some faults to deterministic techniques that may
require significant test data storage but achieve complete
fault coverage in a relatively short time.

Mixed–mode test pattern generation is an attractive
alternative to the above scenarios. It uses pseudo–random
patterns to cover easy–to–test faults and deterministic
patterns to target the remaining hard–to–test faults. As
opposed to other approaches, such as test point insertion

[23], mixed–mode techniques can reach complete fault
coverage without imposing circuit modifications and
causing performance degradation. However, storing
compressed deterministic patterns in a ROM often requires
a prohibitive amount of hardware overhead.

To solve this problem, a number of mixed–mode BIST
architectures  have been proposed in the recent literature.
Some of them are based on reseeding an LFSR to efficiently
encode deterministic patterns during application of the
pseudo–random test sequence [32,13,14]. Others are based
on fixing certain bit positions to specific logic values during
the test such that deterministic test cubes are imbedded in
the pseudo–random sequence [27,26,2,8]. The last ones use
a bit–flipping function such that pseudo–random patterns
that do not detect faults are modified just at a few bit
positions to be compatible with a precomputed
deterministic  pattern [31]. Advantages and limitations of
these techniques will be discussed in section 2 of this paper.

The new test pattern generation (TPG) technique
presented in this paper is different from existing
mixed–mode techniques. The proposed technique uses the
concept of machine learning developed in Artificial
Intelligence,  and provides a way to generate efficient
patterns to be used during BIST test pattern generation. The
main idea is that test patterns detecting random pattern
resistant (r.p.r.) faults are not directly embedded in a
pseudo–random sequence as in existing techniques, but
rather are used to produce relevant features allowing to
generate directed random test patterns that detect r.p.r.
faults as well as easy–to–test faults. Relevant features are
represented by test cubes (test vectors with unspecified
inputs), and only a few test cubes are needed to achieve
100% fault coverage with short test sequences. A BIST
implementation  of this technique has been carried out by
using a classical LFSR combined with a combinational
logic of low hardware overhead.

 In the proposed generation process, the way to
determine the test cubes is the following. A set of random
test patterns is initially generated to detect easy–to–test
faults. A deterministic ATPG is further used to detect
remaining faults, considered as r.p.r. faults and also called



hard–to–test faults. This set of deterministic patterns is then
used as input by a machine learning tool to represent
positive examples from which the tool has to learn.
Common characteristics among all these patterns are
further identified by the learning tool so that it can provide
strategic features on certain bit positions. These strategic
features are represented by a limited set of test cubes (called
“skeletals” in the original machine learning method)
containing specified and unspecified bits. These test cubes
are then utilized by a directed random test pattern generator
to produce test vectors in which some bits are fixed at 0 or 1,
and other bits remain unspecified.

The main feature of this technique is that it provides
100% fault coverage of detectable stuck–at faults with test
sequences of length smaller than that of weighted or
pseudo–random generation techniques. Another important
feature is that test patterns can be generated with a BIST
TPG of low silicon area cost because the number of test
cubes to be stored on–chip is in most cases very low. A last
point is that results obtained with this technique, although
they are comparable with those of existing mixed–mode
techniques [14,31], have been obtained with a machine
learning tool not specifically developed for BIST
generation and therefore may significantly be improved.

The rest of the paper is organized as follows. In the next
section, we give an overview of the work done previously in
the area of BIST test pattern generation. Next, we present
the procedure that allows to obtain and evaluate the test
cubes provided by the learning tool. The method to learn
from instances of test patterns and the directed random
generation process are detailed too. In section 4, a solution
for the hardware implementation of the BIST TPG is
proposed. All the experiments performed on ISCAS
benchmark circuits are presented in section 5.

2. Motivation and previous work

Studies done using random testing techniques have
shown fault coverage obtainable with the use of uniformly
distributed random test patterns to be unacceptably low. It
was observed that most practical circuits containing
random pattern resistant (r.p.r.) structures are very hard to
test using uniformly distributed random sequences. An
example of such a structure is an n–input AND gate, for
which the probability of detecting stuck–at one faults at the
inputs as well as stuck–at zero fault at the output falls
exponentially  with the growth of n. This observation
prompted an improvement to random testing methods
where non–uniform probability distributions of test patterns
were used and proved to be effective in numerous cases [3].
Random testing with non–uniform input signal distribution
is called weighted random testing, and the probabilities of
input signals being equal to 1 are known as input weights.

Several procedures have been developed for calculating
optimal weights [3,16,28,29]. Some of them are heuristic,
based on circuit structure analysis [3,28]. Others are based
on analytical calculation of fault detection probabilities and
use optimization techniques to reach a maximum of these
probabilities in the n–dimensional space of input weights
[16,29]. Attempts were also made to obtain optimal weights
by randomizing the set of functional test vectors for a circuit
[24]. For many circuits, the results of weighted random
testing are significantly better than those obtained with
uniformly distributed random tests both in terms of fault
coverage and test length. However, it was further observed
that some structures in logic circuits are resistant even to
weighted random testing. An example of such a structure is
an n–input AND gate and an n–input OR gate which have
their corresponding inputs connected [4].

Based on this  experience, it was conjectured in
[7,10,17,18,30] that high fault coverage can only be
obtained by weighted random tests using multiple sets of
weights. However, these methods require a considerable
amount of additional hardware to be implemented and some
of them add delay between the input flip–flops and the
inputs to the circuit during normal operation.

The use of biased pseudo–random patterns [11] requires
only a small amount of additional hardware, but similar to
weighted random patterns with a single weight set, requires
long test times for r.p.r. circuits.

Another widely investigated approach for Built–In Self
Test concerns mixed–mode techniques. In such techniques,
deterministic  patterns are used to detect the faults that the
pseudo–random patterns miss [9]. However, storing
deterministic  patterns in a ROM requires a large amount of
hardware overhead. To solve this problem, a technique
based on reseeding an LFSR was proposed in [15] to reduce
the storage requirements. The LFSR used for generating the
pseudo–random patterns is also used to generate
deterministic  test cubes by loading it with computed seeds.
The number of bits that need to be stored is reduced by
storing a set of seeds instead of a set of deterministic
patterns. In [12,13], an improved technique is proposed that
uses a multiple–polynomial LFSR for encoding a set of
deterministic  test cubes and reduce the number of bits that
need to be stored. Although reseeding techniques are the
most area–efficient solutions for Built–in self test, they may
produce test sequences of excessive length for circuits with
a high number of r.p.r. faults.

Another mixed–mode approach is presented in [26] in
which deterministic test cubes are embedded in the
pseudo–random sequence of bits. Logic is added at the
serial output of the LFSR to alter the pseudo–random bit
sequence so that it contains deterministic patterns that
detect the r.p.r. faults. This is accomplished by ”fixing”
certain bits in the pseudo–random test sequence. The idea of



fixing certain bit positions to specific logic values during
the test is called bit–fixing  and was first used in [18,19]. As
in [26], the results presented in [18,19] showed that for most
circuits, a high fault coverage can be achieved in
competitive  test times. However, these methods require a
large number of bit positions to be fixed [18,19] or complex
routing paths  to eliminate logic between the input
flip–flops and the CUT [26], and therefore do not lead to
efficient hardware solutions. Bit–fixing was also used in
[2,27,8,25].  The test per clock BIST technique presented in
[2] uses multiple idler register segments with selective
bit–fixing driven by multiple biased pseudo–random
pattern generators. Although it provides 100% fault
coverage of detectable single stuck–at faults, the technique
does not lead to efficient solutions in terms of hardware
overhead cost. The issue of complex routing and high
overhead cost was adressed by [8]. But to limit overhead, a
compromise was made with respect to fault coverage. The
result is that many of the r.p.r. faults remained
undetected.The most recent bit–fixing technique is
presented in [27], where it applies to built–in self test of
circuits with scan. The technique performs wery well,
except for circuits with a high number of r.p.r. faults that
require a high number of deterministic test cubes. Authors
proposed to consider bit correlation among the test cubes to
minimize the number of bit–fixing sequences and the
hardware overhead. Authors suggested again to combine
the bit–fixing technique with reseeding techniques to
achieve a better overhead reduction.

Another interesting mixed–mode approach, called
Bit–flipping, was proposed in [31]. Authors showed that
rather then store deterministic patterns on the chip, it is
sufficient to alter just a few bits of the generated pseudo
random sequence. The efficiency of this scheme relies on
the fact that only a relatively small amount of the generated
pseudo–random patterns are useful for fault detection, and
all the others are candidates for altering. Moreover, as a
deterministic  test pattern usually contains many
unspecified bits, there is a very high chance that one of the
useless patterns can be modified just at a few bit positions
such that it is compatible with a precomputed deterministic
pattern. Results are provided to show that this scheme
represents the most area–efficient solution up to now.

The new BIST scheme presented in this paper is sort of a
hybrid approach. It is different from weighted pattern
testing because it is not based on probability. It is different
from existing mixed–mode techniques because it does not
try to directly embed deterministic patterns in the
pseudo–random sequence. The proposed technique is based
on machine learning from features of deterministic
patterns, and provides a way to generate efficient patterns
from a limited number of test cubes. The main idea is that
test patterns detecting r.p.r. faults are not embedded in a

pseudo–random sequence as in existing techniques, but
rather are used to produce relevant features allowing to
generate directed random test patterns that detect r.p.r.
faults as well as easy–to–test faults. The main features of
this technique are that (1) it produces test sequences shorter
than those of weighted or pseudo–random techniques while
achieving the same stuck–at fault coverage, (2) results are
comparable with those of existing mixed–mode techniques,
and (3) the number of test cubes to be stored on–chip is most
of the time very low.

3. The test generation procedure
Given a pattern generating circuit, a test length, and a

fault coverage requirement, a procedure is described in this
section for finding a limited set of test cubes that will be
used to generate test patterns satisfying the fault coverage
and test length requirements.

3.1 Description of the procedure
The first step of the procedure consists in generating a

given number of random test patterns to detect easy–to–test
faults (see Figure 1). Details will be given in section 5 about
the way to obtain this number. Fault simulation with fault
dropping is then performed on the circuit for the random
patterns to see which faults are detected and which are not.

Figure 1: The flow of the test generation algorithm
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The faults that are not detected after application of a given
number of random patterns are classified as r.p.r. faults, and
require deterministic test patterns to be detected. An ATPG
tool is then used to determine these patterns, which form the



set of positive examples required by the machine learning
tool. Positive examples are further used by the machine
learning tool to produce relevant features of a positive test
pattern. A positive test pattern is a test pattern that detects at
least one r.p.r. fault and a number of easy–to–test faults. A
relevant feature is a combination of the values of some bits
(a test cube) which allows to predict with a good confidence
level if any given test pattern is positive or not. As a test
cube is a mapping of information learned from a subset of
the deterministic patterns, the number of test cubes
produced by the learning tool is always orders of magnitude
smaller than the number of deterministic patterns. A
directed random test pattern generation is then carried out
from the limited set of test cubes, where the new test vectors
have a structure that is consistent with the cubes provided by
the learning tool. Details on the test generation procedure
are given in the following subsection. The last step of the
procedure is to simulate the generated test patterns so as to
evaluate the fault coverage and the test sequence length. If
the desired fault coverage is not achieved and the maximum
length of the test sequence is not exceeded, then a set of new
test vectors is generated from the same test cubes. This
process continues until the fault coverage and test length
requirements are satisfied.

In the following, a test cube is a combination of n
variables, where n is the number of primary inputs to the
circuit under test. A test cube is represented by a vector in
{0,1,X}n where a 0 (1) indicates that the variable has the
value ’0’ (’1’) in the cube, and an ’X’ indicates that the
variable does not appear in the cube. The number of test
patterns with all bits specified that can be generated from a
test cube is 2k where k represents the number of X’s in the
test cube.

3.2 Obtaining the test cubes
In order to achieve a maximum fault coverage with a

reasonable test sequence length, we use a machine learning
technique providing a way to direct the generation of test
patterns during on–chip test generation. This technique is
called CNN for Conceptual Nearest Neighbors [20], and is
derived from ANNA which has been successfully applied in
various domains [21]. This technique provides a set of test
cubes (called “skeletals” in the original version of CNN)
having a high probability to detect r.p.r. faults. Some bits in
these skeletals are fixed at 0 or 1, while the others remain
unspecified (X value). From this set of skeletals, a directed
random test pattern generation is then applied to the circuit,
that minimizes the number of test patterns required to
achieve the desired stuck–at fault coverage.

CNN’s input is a learning set E composed of positive
examples provided by the ATPG tool. In the first step, CNN
produces all possible skeletals by pairwise comparison of
every examples. For instance, comparing the vectors (0 1 0
1 0) and (0 1 1 0 0) will produce the skeletal (0 1 X X 0). In

the second step, CNN evaluates the quality of the skeletals
found during the first step. For this purpose, two quantities
are determined for each skeletal: the number of positive
examples recognized (denoted α) and the number of
positive examples for which the skeletal is the most
representative  among all possible skeletals (denoted β). A
constraint in this evaluation is that each positive example
must have at least one representative skeletal in the final set
of selected test cubes. Considering the first number, a
skeletal S recognizes an example description if this
description contains the features of S. For instance, skeletal
(X 1 0 X 1) recognizes vector (0 1 0 1 1). Considering the
second number, we can better explain with an example how
it is calculated. Let us consider the set of deterministic
patterns (positive examples) given in Figure 2 with the
partial list of skeletals found after pairwise comparison of
every examples.

s1 = (X  1  X  X  X) ⇒   (α=5; β=5)

s2 = (1  X  X  X  X)  ⇒   (α=4; β=2)
s3 = (X  X  1  X  X)  ⇒   (α=4; β=2)
s4 = (X  X  X  1  X)  ⇒   (α=4; β=0)
s5 = (X  X  X  X  0) ⇒   (α=4; β=1)
s6 = (X  1  X  1  X) ⇒   (α=4; β=0)

s7 = (0  X  X  X  X) ⇒   (α=3; β=0)
s8 = (X  X  0  X  X)  ⇒   (α=3; β=0)
s9 = (X  X  X  0  X) ⇒   (α=3; β=0)

         ...
Figure 2: Result of the machine learning tool

v1  ⇒   0   1   0   1   0
v2  ⇒   0   1   1   1   0
v3  ⇒   1   1   0   0   1
v4  ⇒   0   1   1   1   1
v5  ⇒   1   0   1   0   0
v6  ⇒   1   0   1   0   1
v7  ⇒   1   1   0   1   0

positive examples

set of skeletals

Skeletals are ordered according to their number of positive
examples recognized, showing that, for instance, skeletal s1
recognizes example vectors v1, v2, v3, v4 and v7. To
calculate β for each skeletal, the learning tool proceeds as
follows. As s1 covers the largest number of positive
examples (it has the highest α value), the five vectors v1, v2,
v3, v4 and v7 select s1 to be their representative skeletal
during the directed random test pattern generation. Skeletal
s1 is therefore the most representative skeletal for vectors
v1, v2, v3, v4 and v7 (β=5). The machine learning consists
now in selecting a representative skeletal for not yet
assigned vectors v5 and v6. Five skeletals each recognize
four vectors in the learning set (α=4). However, only s2 or
s3 can be selected by both vectors v5 and v6 to be their
representative  skeletal in the next test generation (s5
recognizes only vector v5, s4 and s6 recognize neither v5 nor
v6). Hence, the set of relevant skeletals in this example is
composed of s1 and either s2 or s3. Note that (1) this set of
relevant skeletals is minimum and covers all the vectors of
the initial learning set, (2) β can also be defined as the
number of positive examples recognized by the skeletal and
not yet recognized by the skeletals already selected for test
generation.



In the final step, CNN outputs a set of p skeletals
explaining which are the combinations of the bit values that
have a high probability to detect r.p.r. faults. Using the p
found skeletals, we perform a new directed random
generation of test patterns. For each found skeletal, we
generate k test patterns which are recognized by this
skeletal. Values specified in the skeletal are conserved,
while the others (X’s) are randomly chosen with probability
0.5 to be 0 or 1. We then obtained a new set of N=k.p test
vectors which are simulated by a fault simulator. The
process of generating new directed random test patterns is
iterated until the maximum or the desired stuck–at fault
coverage has been achieved. Although the directed random
test sequences may be efficient in terms of fault coverage
and test length, their main feature is that they can be
produced by a low–cost TPG in a BIST environment. This
point is addressed in the following section.

Note: As illustrated in section 5 of this paper, the number of
test patterns needed to achieve 100% fault coverage may
sometimes be considerable with the CNN program
described in this section. For this reason, an extended
version of the program in which the number of selected
skeletals may be greater than p (where p is the minimum
number of skeletals that is needed to cover all positive
examples) has been experimented. In this version, skeletals
with a number of fixed bits greater than a given threshold
are selected in addition to the p skeletals for insertion in the
set of test cubes to be used during test generation. This
threshold is chosen to ensure the best tradeoff between
minimizing the number of test cubes (i.e. minimizing
hardware overhead) and satisfying the test length and fault
coverage requirements. Results obtained in this way are
given in section 5.

4. Architecture of the BIST TPG
As claimed at the beginning of this paper, the number of

test cubes required for test pattern generation in each circuit
is generally very low (see results given in section 5). For this
reason, a solution to materially generate test patterns has
been to use a low–cost mapping logic in the BIST hardware
environment.

After a set of test cubes has been determined such that the
test length and fault coverage requirements are satisfied, an
implementation  of the BIST test pattern generator can be
performed. As in any BIST hardware implementation, the
main objective is to implement the test generator with a low
cost of area overhead. In the proposed technique, no storage
of deterministic patterns, seeds, characteristic polynomials,
or weight sets is required. In fact, no additional sequential
logic needs to be added. As illustrated in Figure 3, a purely
combinational  logic block is added between the pattern
generator and the CUT to map the original set of patterns
into a transformed set of patterns that provides the desired

fault coverage. A key issue in such a BIST scheme is to
design the mapping logic so that it uses only a small number
of gates. This is accomplished as explained in the following.
Note that the pattern generator we used in our BIST scheme
is a classical primitive polynomial LFSR in which the
number of stages is imposed by the maximum number of
X’s in the test cubes.

Figure 3: Block diagram for generating patterns
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Cube
select
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The mapping logic has inputs coming from the pattern
generator and outputs connected to the CUT. A cube
selection input is also connected to the logic to allow
switching from a test cube to another during testing. The
internal structure of the mapping logic can be viewed as
composed of as many cells as the number of inputs to the
CUT (see Figure 4). In fact, this number can be drastically
reduced after logic optimization as explained at the end of
this section.

celln

Figure 4: Overview of the mapping logic

Cube
select

Pattern Generator

cell1 cell2 cellk

0
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# cubes

During testing, each test pattern applied to the CUT has a
structure that is consistent with the considered test cube, so
that each bit in the pattern can take the value ’0’, ’1’ or ’X’.
Don’t care values (X’s) are provided by the LFSR, ’0’ and
’1’ are provided by the supply and ground of the circuit. The
cube select input allows to select the test cube from which a
number of test patterns will be generated. Each cell of the
mapping logic has therefore three inputs and one output,
plus a limited number of selection inputs.

The gate implementation of the mapping logic can be
better explained with an example. Assume a circuit
consisting of six primary inputs for which three test cubes
have been constructed from the machine learning technique
described in the previous section (see Figure 5). Cell 1 of the
mapping logic has to implement the fact that bit 1 has the



value ’1’ in Cube 1, the don’t care value in Cube 2 and the
value ’0’ in Cube 3. Four NAND gates are needed for this
purpose as illustrated in Figure 5 (note that inverting gates
are used to minimize the number of transistors per gate and,
hence, the area overhead). Bit 2 at the output of cell 2 in the
mapping logic is always fixed at the don’t care value, thus
resulting in a logic cell with no gate. Bit 5 at the output of
cell 5 is fixed at ’X’ when Cube 1 or Cube 3 are selected, and
is fixed at ’1’ when Cube 2 is selected. Three NAND gates
and one OR gate are needed in this case.

bit 6  =  ’X’

Fig. 5: Design example of cells in the mapping logic

1     X     0     1     X     X
X     X     0     X     1     X
0     X      0     0     X     X
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bit 4  =  ’1’.cube 1  +  ’X’.cube 2  +  ’0’.cube 3

=  ’1’.cube 1  .  ’X’.cube 2  .  ’0’.cube 3

bit 5  =  ’X’.(cube 1 + cube 3)  +  ’1’.cube2

=  ’X’.(cube 1 + cube 3)  .  ’1’.cube2
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From a general point of view, each cell in the mapping
logic is design as described in the previous example. After
that, the circuit is synthesized with a logic synthesis tool to
minimize the silicon area of the mapping logic and to
control the delay between the input flip–flops and the CUT.
As the number of test cubes required for test generation in
each circuit is most of the time very low (see results given in
section 5), the number of additional gates in the mapping
logic is never prohibitive. Moreover, the most important
feature in this scheme is that this number can be drastically
reduced after logic optimization. For example, bits 1 and 4
in Figure 5 are both fixed at ’1’ when Cube 1 is selected for
test generation. Hence, one NAND gate can be saved in one
of the two cells, thus reducing the total number of gates
needed. This reduction is obviously applicable a lot of times
since all the cells in the mapping logic have the same ’1’ and
’0’ inputs. Note that this type of reduction does not apply for
input ’X’ so as to avoid having the same random logic value
on several bit positions of a selected test cube. In order to

illustrate the effect of logic optimization on the mapping
logic, the complete logic for the example detailed in Figure
5 is shown in Figure 6. Remember that the number of
outputs of the LFSR is given by the maximum number of
X’s in each test cube (the third ’X’ at the logic input has two
connections because ’X’ for bit 4 is used when Cube 2 is
selected, while ’X’ for bit 5 is used when Cube 1 and Cube 3
are selected).

Figure 6: The mapping logic after optimization
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An obvious concern about inserting gates between the
input flip–flops and the CUT is that the delay through the
circuit will be a problem. As in [27], a solution to eliminate
this is to add multiplexers to bypass the mapping logic
during the normal mode of operation. In the same way, a
control logic is needed to activate one test cube at a time and
generate k vectors from each test cube. This control logic
can be reduced by using existing counters and clock signals
in the circuit as in [27].

5. Experimental results
Experimental  evaluation of the proposed method was

conducted using the standard sets of combinational
ISCAS’85 benchmark circuits [5] and sequential ISCAS’89
benchmark circuits [6] that contain r.p.r. faults. The
flip–flops in the ISCAS’89 circuits were considered
scannable and only detectable faults were considered in
fault coverage calculations.

Table 1 presents the results of experimental runs carried
out from the machine learning method described in section
3. The first column gives circuit name (letter ”c” after
ISCAS’89 circuits indicates that they were converted into
combinational  circuits) and the second column contains the
number of detectable faults (#fts) in each circuit. Columns 3
and 4 contain the number of gates required to implement the
mapping logic (#add) and the percentage of area overhead
of the BIST TPG (%area). This percentage is expressed in
terms of gate count and represents the ratio between the
number of additional gates in the mapping logic and the
total number of gates in the circuit. An important feature



concerning the number of additional gates is that this
number is a maximum since it was calculated before logic
optimization (logic optimization is not yet implemented in
the current version of the program). Since the mapping
logic required to implement a set of test cubes can be
correlated in certain bit positions to minimize hardware,
important reduction can therefore be obtained after logic
optimization as illustrated with the example in section 4
(see Figure 5). In this example, the maximum number of
additional gates as counted in Table 1 is 25, while it is 10
after logic optimization (see Figure 6). Results given in
Columns 3 and 4 can therefore be drastically reduced.
Moreover, it is important to note that this percentage
decreases when the size of the circuit increases.
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Table 1: Results of directed random generation
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Columns from the fifth to the last contain the results of
directed random test pattern generation under the condition
that initial random generation stops when the number of
random patterns that do not detect any fault becomes equal

to the number of random patterns that have detected faults.
Columns 5 and 6 contain the number of test cubes used for
directed random generation (#cub) and the average number
of bits fixed in each cube (#fix). The number of test cubes
represents the minimum number of cubes that is needed to
exhaustively cover the set of positive examples
(deterministic  patterns). Columns 7 reports the number of
directed random patterns that are needed to achieve 100%
stuck–at fault coverage with a minimum number of test
cubes (100%MinC), and column 8 gives the CPU time in
SPARC 5 seconds for the entire process of generating test
patterns. A first comment is that for some sequential
benchmark circuits (s420c, s641c, s820c, ...), more than
30000 patterns are needed to achieve 100% fault coverage.
The reason is that the minimum set of test cubes does not
allow to easily produce test patterns for each r.p.r. fault, and
that additional test cubes are necessary. By increasing the
number of cubes from 2 to 6 for circuit s820c for example,
the 100% fault coverage is achieved with 16847 patterns
instead of more than 50000 (see Table 2, colum
100%Trade–off). Results for which shorter test sequence
lengths have been obtained with a greater number of test
cubes and bits fixed are listed in Table 2. Note that results
for circuits with a large number of inputs are not provided
because the current version of CNN [21] is unable to deal
with test patterns having a number of bits greater than 200.
An extended version of CNN is currently under
implementation  to solve this problem.

For the results listed in Table 1, experiments were
performed in the following way. Each circuit was first
simulated with uniformly distributed random test patterns
until the number of patterns that do not detect any fault
becomes equal to the number of random patterns that have
detected faults. After that, test patterns for the remaining
undetected faults were generated by a deterministic test
pattern generator (GENTEST from System–HILO of
Genrad) to form the learning set of positive examples in the
subsequent. The number of deterministic test patterns
depends on the size of the circuit and obviously on the
random pattern testability of the circuit. This number
ranges from 20 for smallest circuits to 150 for the biggest
(s1423). In the next step, a minimum number of test cubes
was produced by the machine learning tool in such way that
every example in the learning set is recognized by at least
one test cube. The CPU time taken by the process of
generating test cubes (from the learning tool) is not reported
in the table, but is less than one second for each circuit. A
directed random test pattern generation was then carried out
by using the selected test cubes with a classical LFSR to
produce test patterns that detect random as well as r.p.r.
faults. Although additional hardware is required for the
mapping logic, it is important to note that smaller LFSR’s
than in pseudo–random pattern generation are needed in the



proposed technique. This point has to be taken into
consideration when looking at the amount of hardware
overhead. A simulation process (HISIM from
System–HILO) was finally executed to evaluate the fault
coverage and start again the test generation if necessary.
Results reported in Table 1 show that using only two or three
test cubes with a very small number of bits fixed allows
most of the time to achieve 100% stuck–at fault coverage
with test sequences of acceptable length.
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Table 2: Results of directed random generation

����

����� ���

��
�������

���

����

����

����

���

���

���

�

�

�

�

�

�

�

�����

�����

�����

�����

�����

���%�'�$
()��

�� !���� ��
���

���

����

����

����

���

���

���

�#�

�#�

�#�

�#�

�#��

�

�

�

�

�

�

�

�

�

�������#���

�����#��

������

������#���

������#��


�*+

��

���

���

���

��

��

��

�#�&

� ����

���

�#�&

� ����

����� ���

����� ����

������ ����

������ ����

������ ����

�����

�����

�����

�����

�����

������#����

������#��

������#���

��������

������

� ���&

� ����

� ���&

� ����

���

������ ���� ����� ����������

������ ���� ����� �������#����� ����

����� ��� ����� ��������� ����

����� ��� ���� ����#�����

����� ���� ����� �����#��������

���� ��� ���� ����#�����

����� ��� ����� �����#��������

Another set of experiments was conducted to study the
effect of the number of test cubes and bits fixed on the test
efficiency. Experimental results are summarized in Table 2
for two different numbers of test cubes in each circuit. The
first two columns give the circuit name and the number of
detectable faults in each circuit. The third column reports
the number of random patterns that is required to achieve
100% stuck–at fault coverage. The two groups of results
that follow give a comparison of the test sequence length

needed to achieve 100% fault coverage with respect to the
number of test cubes used during directed random
generation. A first comment in observing these results is
that they indicate that our technique can drastically reduce
the random pattern test length when the number of test
cubes is increased from 2.5 to 16 in average. A counterpart
of this reduction is that the amount of mapping logic
required for 100% fault coverage goes up when the test
length decreases. Nevertheless, one can see that it is very
easy to trade off between test length, fault coverage and
hardware overhead.

Compared with a number of existing methods, the
proposed solution requires no additional flip–flops, only
combinational logic between the LFSR and the CUT. A
direct comparison between our results and those of existing
mixed–mode techniques [27,31] is not provided in this
paper. Nevertheless, it is not unfair to claim that they are in
the same order of magnitude concerning the test length
required to reach 100% fault coverage. Concerning
hardware overhead, any objective comparison is possible
before logic optimization has been implemented in the
current version of the BIST hardware generator. We can
however report that they are also in the same order of
magnitude than those given in [27]. An encouraging point is
that results presented in this paper, although they are
comparable with those of existing mixed–mode techniques,
have been obtained with a machine learning tool not
specifically developed for BIST generation and therefore
may significantly be improved by modifying the learning
process and its parameters.

6. Conclusion

In this paper, the problem of improving fault coverage
during pseudo–random pattern testing was thought of as
transforming a pseudo–random pattern set into a better one.
A machine learning technique has been used for this
purpose, which provides a way to generate efficient patterns
to be used during BIST test pattern generation. The main
idea is that test patterns detecting random pattern resistant
faults are not embedded in a pseudo–random sequence as in
existing techniques, but rather are used to produce relevant
features allowing to generate directed random test patterns
that detect random pattern resistant faults as well as
easy–to–test faults. A BIST implementation of the TPG is
also proposed in this paper, that allows to achieve
area–efficient solutions by trade off between the number of
test cubes and the test sequence length.

One way to improve upon the results presented in this
paper may be to use another version of CNN in which
machine learning is carried out from positive and negative
examples. Test cubes could be produced by learning from
both deterministic and random patterns in this case, thus
allowing to improve the performance of directed random



test pattern generation. This idea is currently being
investigated.
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